Speaker and affiliation: David Aldous (U.C. Berkeley)

Title: Flows through random networks
Abstract: Consider highly abstracted models of transportation or communication networks, in which we need to simultaneously route flow between each source-destination pair, in an optimal way subject to various cost and capacity conditions.  We take a statistical physics viewpoint: study properties of the optimal flow instead of algorithms for finding it.  In particular, consider curves giving some quantitative measure of network performance as a function of overall traffic demand.  Can one systematically relate qualitative properties of such curves to structural properties of the network?  Such  questions are much easier to ask than to answer: I will describe some work-in-progress.

Speaker and affiliation: F. Baccelli & C. Bordenave (ENS)
Title: The Radial Spanning Tree of a Poisson Point Process

Abstract: We analyze a class of random spanning trees built on a realization of an homogeneous Poisson point process of the plane. These trees have a local construction rule and a radial structure. 

We first use stochastic geometry arguments to analyze local functionals of the random tree such as the distribution of the length of the edges or the mean degree of the vertices.

We then use the theory of continuous state space Markov chains to analyze some non local properties of the tree such as the shape and structure of its semi-infinite paths or the shape of the set of its vertices less than $k$ generations away from the root.

This class of spanning trees has applications in many fields and in particular in communications.

Speaker and affiliation: Amarjit Budhiraja (University of North Carolina)
Title: Singular Control with State Constraints
Abstract: We study a stochastic control problem of the singular type with an infinite horizon discounted cost criterion. For a control to be admissible the corresponding controlled process must satisfy state constraints. We are concerned with the solvability and well-posedness of the associated HJB equation. It is well understood that an appropriate framework for second order degenerate elliptic equations, of which HJB equation for a singular control problem is a special case, is through the theory of viscosity solutions. However, typical comparison results in this theory which are used to argue uniqueness of solutions rely on a key coercivity property which is usually unavailable for PDEs corresponding to singular control problems. 

In this work we identify key conditions for uniqueness in two different settings. In the first, state space is a convex closed cone, the cost is allowed to be unbounded but required to be nonnegative. This framework covers a wide range of diffusion control problems that arise from queueing networks in heavy traffic. In the second setting state space is a closed, convex, bounded set and the nonnegativity requirement on the cost is relaxed. We identify a necessary and sufficient condition for uniqueness which is closely related to the “no arbitrage” condition of Harrison and Williams. This setup covers BCPs associated with a broad family of stochastic processing networks with finite buffers. The first work is jointly with Rami Atar and the second is joint work with Rami Atar and Ruth Williams.
Speaker and affiliation: Serguei Foss (Heriot-Watt University, Edinburgh, UK)

Title: Stability analysis of spatial stochastic models with randomized 

 transmission protocols
Abstract:  We introduce several spatial communication models with randomized access for service and study their stability (in the sense of convergence to a stationary regime) and related problems.

Speaker and affiliation: David Gamarnik (MIT)
Title: Spatial decay of correlations and efficient methods for computing partition functions
Abstract:  Partition functions is an important object arising in various contexts such as queueing networks (normalizing constants in Erlang loss formulas), theoretical computer science (counting problems in combinatorial structures), statistical physics (free energy of Gibbs distributions in spin systems), and electrical engineering (Markov random fields and coding theory). Exact computation of partition functions is typically impossible, and one of the strongest existing approximation techniques is based on a rapidly mixing Markov chain (Glauber dynamics) method.

We propose an alternative method for approximately computing partition functions, which is based on a Spatial Decay of Correlation (SDC) property. The SDC property has been analyzed primarily in the statistical physics context. We establish algorithmic implication of SDC, the most important of which is deterministic algorithms for several counting problems, such as enumerating the number of independent sets and colorings of a given lattice. The deterministic nature of our algorithms leads to some structural results not obtainable via Markov chain methods.

Joint work with Antar Bandyopadhyay and Dmitriy Katz

Speaker and affiliation: Peter W. Glynn  (Stanford University)
Title: Traffic Modeling for Stochastic Networks
Abstract: When network models are used to compute predictions of network performance, the choice of traffic model and its associated calibration can dramatically impact the predictions made. In this talk, we will discuss the theoretical and practical limitations associated with the statistical estimation and calibration of such traffic models. A particular focus will be on the use of such models to predict buffer overflow probabilities, both from the standpoint of off-line design and from the standpoint of real-time prediction of buffer overflow events.
Speaker and affiliation: Bruce Hajek (University of Illinois at Urbana-Champaign)
Title: Connections between network coding and stochastic network theory
Abstract: Randomly generated coded information blocks form the basis of novel coding techniques used in communication networks.  The most studied case involves linear coding, in which coded blocks are generated as linear combinations of data blocks, with randomly chosen coefficients.  Digital fountain codes, including the LT codes and Raptor codes, involve coding at the source, while network coding involves coding within the network.  Recently Maneva and Shokrollahi found a connection between the analysis of digital fountain codes, and fluid and diffusion limit methods, such as in the work of Darling and Norris.  A simplified description of the connection is presented, with implications for code design.  (Background reading can be found on the course website http://courses.ece.uiuc.edu/ece559/spring06BH/)
Speaker and affiliation: J. Michael Harrison (Stanford University)

Title: Reflected Brownian Motion in a Quadrant: Tail Behavior of the Stationary Distribution
Abstract: Let Z be a two-dimensional Brownian motion confined to the non-negative quadrant by oblique reflection at the boundary.  The only restrictions imposed on the process data are those required for Z to be a semi-martingale and for Z to have a stationary distribution.  Analytic methods are used to derive a simple formula for the asymptotic decay rate of the stationary distribution along each axis, and an interpretation in terms of minimum-energy paths is provided.

Joint work with J. J. Hasenbein, L. A. Shepp and S. R. S. Varadhan

Speaker and affiliation: Frank Kelly (University of Cambridge)
Title: Challenges of road pricing
Abstract: Forecasts using the UK National Transport Model suggest that a well-targeted national road pricing scheme could achieve £10 billion worth of time savings a year in Great Britain alone (Feasibility Study of Road Pricing in the UK, Department for Transport, July 2004). And indeed road pricing has had strong theoretical support over many decades (Pigou, Walters, Vickrey, Smeed). So what's the problem with implementing road pricing? This talk will outline some of the challenges, and, in particular, some of the technology, economic and network modelling issues. 

Further reading: http://www.statslab.cam.ac.uk/~frank/TALKS/sn2006.html
Speaker and affiliation: Ralf Koetter (UIUC)

Title: Network Coding

Abstract: Network coding allows information from different streams to be 
processed or coded together at network nodes. This is a more general 
and powerful framework than the traditional store and forward approach. 
This talk will give a short introduction to this field and its  ramifications. Particular attention will be paid to the role of network coding as missing link in the intersection of information theory  and networking and to the problem of actually designing network codes  in directed graphs.
Speaker and affiliation: Tom Kurtz (University of Wisconsin, Madison)
Title: Model reduction for chemical reaction networks
Abstract: Stochastic models of cellular chemical reaction networks typically involve chemical species numbers and reaction rates varying over several orders of magnitude.  A number of researchers have proposed exploiting the “multiscale” nature of these models to reduce the complexity of the model to be analyzed or simulated.  Systematic approaches to model reduction will be discussed.
Speaker and affiliation: Wuqin Lin (Northwestern University)
Title: Asymptotic Optimality of Maximum Pressure Policies in  Stochastic Processing Networks
Abstract:  We consider a class of stochastic processing networks. Assume that the networks satisfy a complete resource pooling condition. We prove that each maximum pressure policy asymptotically minimizes the workload process in a stochastic processing network in heavy traffic. When the objective is to minimize a linear holding cost, for any epsilon>0, we identify a set of maximum pressure policies and prove that they are asymptotically epsilon-optimal. A key to the optimality proof is to show that the network processes under a maximum pressure policy exhibit a state space collapse in heavy traffic. We extend a framework of Bramson (1998) from the multiclass queueing network setting to the stochastic processing network setting to prove the state space collapse result. The extension can be adapted to other studies of stochastic processing networks. We will also discuss heavy traffic limits under a maximum pressure policy when the network has more than one bottleneck.

Speaker and affiliation: Ravi R. Mazumdar (University of Waterloo)
Title: Stability and Product-Form Invariant Distributions for MultiDimensional Diffusions with State-Dependent Reflections
Abstract: Multidimensional diffusions with state-dependent reflections are a natural model class for heavy-traffic limits of queueing networks with state-dependent routing probabilities and control. One difficulty with this class of models is that the Skorohod reflection map need not be Lipshitz. In this talk I will first present a boundary characterization in terms of local time and then give sufficient conditions for stability and convergence to a product-form stationary distribution that has close connections with the skew-symmetric conditions for  Semi-martingale Reflected Brownian Motion (SRBM) due to Williams and Harrison and the results of Atar and Budhiraja for reflected diffusions with jumps and constant oblique reflections.

I will conclude with some general comments on general multi-dimensional reflected diffusions with jumps.

This is joint work with F. Piera (University of Chile) and F. Guillemin (France Telecom).

Speaker and affiliation: Michael Mitzenmacher (Harvard University)
Title: New Results for an Old Data Structure: Bloom Filters and Beyond
Abstract:  We present several new results on hashing-based data structures, focusing on improving Bloom filters and extending their functionality.  A Bloom filter is a data structure meant to approximately represent a set of items for membership queries.  Our main goal will be to present what we dub "Approximate Concurrent State Machines", a data structure meant to approximately represent a dynamically changing set of (flow-ID,state) pairs for state lookups.  That is, the data structure approximately tracks the state of many simultaneous flows; such a structure has many networking applications.  (This work is to appear in SIGCOMM 2006.)

As time permits, we will also talk about other recent advances, including new constructions and uses for Bloom filters and counting Bloom filters.

Speaker and affiliation: Devavrat Shah (MIT)
Title: Network Scheduling via Message-Passing
Abstract:  A central operational problem in a network is the scheduling of resources to resolve contention between various entities accessing them. Some popular examples are: (i) scheduling of packet transfer across a switch fabric, (ii) scheduling of wireless bandwidth between radios, and (iii) scheduling of link capacity between flows accessing them. Scheduling algorithms need to be simple and distributed so as to be implementable.  Naturally, the performance of a network is tightly coupled with these algorithms. Subsequently, there is a need for designing simple, distributed and high-performance scheduling algorithms.

In the first part of this talk, we will present a method for designing simple distributed throughput optimal algorithms for a large class of (pair-wise constrained) scheduling problems.  This method is based on (i) a novel distributed sampler, and (ii) a counting algorithm that utilizes extremal properties of Exponential distribution.

These algorithms, though throughput optimal, do suffer from large delays. In the second part of the talk, we present distributed algorithms with lower delay at a possible loss of throughput.

This approach utilizes ideas from recently developed Belief Propagation algorithm in the context of AI/Statistical Physics.

Speaker and affiliation: R. Srikant (University of Illinois at Urbana-Champaign)

Title: Resource Allocation in Wireless Networks: Dynamics and Complexity
Abstract: Resource allocation based on an optimization framework has been successful in identifying appropriate network architectures for multi-hop wireless networks and the Internet. In the first part of this talk, we address the question of whether such a framework leads to a stable network when the connection arrival and departure dynamics operate at the same time scale as the time scale of the optimization algorithms. In the second part of the talk, we focus on the scheduling component of the architecture. The optimal scheduling algorithm requires centralized computation and has high computational complexity. We study alternatives motivated by maximal matching and characterize the achievable throughput using these low-complexity, distributed algorithms.
Speaker and affiliation: Alexander Stolyar (Bell Labs, Lucent)
Title: Greedy Primal-Dual Algorithm for Dynamic Resource Allocation in Complex Networks
Abstract: In our previous work a dynamic control strategy, called greedy primal-dual (GPD) algorithm, was introduced for the problem of maximizing queueing network utility subject to stability, and was proved to be (asymptotically) optimal. (The network utility is a concave function of the average rates at which network generates several "commodities.") Underlying such control problem is a convex optimization problem subject to a set of additional 'linear' constraints. In this talk we discuss and prove optimality of a generalized GPD algorithm, which applies to the network control problem with additional convex - possibly 'non-linear' - constraints on the average commodity rates. (End-to-end flow delay constraints are often if this type.) The underlying optimization problem in this case is a convex problem subject to convex constraints. The algorithm can be viewed as a dynamic mechanism for solving rather general convex optimization problems, in particular those arising in network resource allocation.

Speaker and affiliation: John Tsitsiklis (MIT)
Title: Queueing and Delay in Bin-Packing and other Stochastic Combinatorial Problems
Abstract: Items arrive to a queue according to a Poisson process of rate 2$\rho$, and have random sizes, uniformly distributed in [0,1]. A server can use one unit-sized bin at each time step to remove items from the queue. We study the dependence of the queue size on the utilization factor $\rho$, with a focus on the critical regime where $\rho$ approaches one. Simple bin-packing policies, such as batching, lead to a queue size that scales as $1/(1-\rho)^2$. We provide a policy under which the queue size scales as $(\log^{1.5} (1-\rho)^{-1})/(1- \rho)$ and a nearly matching lower bound that scales as $(\log (1-\rho)^{-1})/(1-\rho)$.

These results are contrasted with existing results on stochastic variants of the traveling salesman problem where the queue size scales as $\Omega (1/(1-\rho)^2)$, even though the static versions of both problems have similar characteristics, namely, $O(\sqrt{n})$ waste in an instance of size $n$. We discuss various other stochastic and dynamic combinatorial problems in this spirit, aiming at understanding the qualitative characteristics that determine the queue-size scaling behavior.

This is joint work with Devavrat Shah.
Speaker and affiliation: Ruth J. Williams (University of California, San Diego)
Title: An Input-Queued Switch in Heavy Traffic
Abstract: Input-queued crossbar (IQ) switches are widely used in high speed networks due to their minimal memory bandwidth requirements. An input-queued switch can be viewed as a stochastic processing network with head-of-the-line (HL) service in which each activity can simultaneously process packets from more than one queue.  In contrast to HL multiclass queueing networks where the workload for a single station is one-dimensional, the workload process for a single N-by-N IQ switch is of dimension 2N-1.  The maximum weight matching (MWM) scheduling policy has been shown to achieve 100% throughput in IQ switches. Building on a state space collapse result of Shah and Wischik, as a measure of performance, we establish a heavy traffic diffusion approximation for the workload process under the MWM policy. We also discuss some partial results on diffusion approximations for the workload under a related family of policies. These results employ a new invariance principle for reflected diffusions. 

(This talk is based on joint work with W. Kang)

Speaker and affiliation: Damon Wischik (University College London)
Title: Queueing Theory for TCP
Abstract: Most traffic in the Internet is controlled by TCP, an algorithm which adjusts the transmission rate of a traffic flow in response to the congestion it perceives in the network. In the core of the Internet, where there are many TCP flows, the aggregate traffic behaves predictably, both at a stochastic level and a fluid level. This predictability is the basis for queueing theory for TCP.

I will describe the natural limiting regime which permits us to obtain limit theorems for TCP, and show how the stochastic and fluid parts of the limit mesh together. In fact, there are three different ways they can mesh together, depending on how big the buffer is -- by changing the buffer size we obtain different features of the TCP models of Baccelli, Kelly, and Srikant. I will also describe the sorts of traffic descriptors which are appropriate for capturing the burstiness of TCP traffic.

I will finish with practical application of this work, an answer to the

question: how big should buffers be in core Internet routers?

Speaker and affiliation:

Title:

Abstract:
